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ABSTRACT

Heart disease is one of the leading causes of death worldwide. Early prediction of heart
disease can help doctors identify high-risk patients and provide treatment at the right time. In
recent years, machine learning has become a useful tool for disease prediction because it can
find patterns in health data that are difficult to detect manually. However, many heart disease
datasets are highly imbalanced, which makes it difficult for prediction models to correctly
identify patients with the disease.

This paper presents HeartGuard, an explainable ensemble learning model for early heart
disease prediction using the Heart Disease Health Indicators (BRFSS 2015) dataset. After
removing duplicate records, 229,781 samples were used for model development. The data
was preprocessed using exploratory data analysis, feature scaling, and the Synthetic Minority
Oversampling Technique (SMOTE) to reduce the effect of class imbalance. Logistic
Regression, Decision Tree, Random Forest, and XGBoost models were trained and
compared. XGBoost was further improved using hyperparameter tuning. Finally, a weighted
ensemble model was developed by combining Logistic Regression, Random Forest, and
XGBoost.

The proposed ensemble model achieved the best overall performance with an accuracy of
78.29%, precision of 27.90%, recall of 69.62%, F1-score of 39.83%, and ROC-AUC of
83.24%. SHAP (SHapley Additive exPlanations) was also used to explain the model's
predictions and identify the health factors that had the greatest influence on the results. The
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findings show that the proposed model provides a balanced and interpretable approach for
early heart disease prediction and can support healthcare professionals in making informed

decisions.

KEYWORDS: Heart Disease Prediction, Ensemble Learning, Explainable AI, Machine
Learning, SHAP, BRFSS 2015

1. INTRODUCTION

Heart disease is one of the leading causes of death around the world. According to the World
Health Organization (WHO), millions of people die every year due to cardiovascular
diseases. Many of these deaths can be prevented if the disease is detected early. Identifying
people who are at high risk before serious symptoms appear can help doctors start treatment
earlier and improve patient outcomes.

In recent years, machine learning has become an important tool in the healthcare sector. It
helps analyze large amounts of medical data and find patterns that are difficult to identify
using traditional methods. By learning from previous patient records, machine learning
models can predict whether a person is likely to develop heart disease. This can support
doctors in making faster and more informed decisions.

Many machine learning algorithms have been used for heart disease prediction, such as
Logistic Regression, Decision Tree, Random Forest, Support Vector Machine, Neural
Networks, and XGBoost. Although these models often provide good accuracy, they do not
always perform well on real-world healthcare datasets. One of the main reasons is that
medical datasets are usually imbalanced, where the number of healthy cases is much larger
than the number of heart disease cases. As a result, a model may achieve high accuracy but
still fail to identify many patients who actually have the disease.

Another challenge is the lack of model interpretability. In healthcare, it is important not only
to know the prediction but also to understand why the model made that prediction. Doctors
and healthcare professionals need clear explanations before they can trust the output of a
machine learning model. Explainable Artificial Intelligence (XAI) techniques, such as SHAP
(SHapley Additive exPlanations), help explain how different features influence the prediction
and make the model more transparent.

In this study, an explainable ensemble learning model called HeartGuard is proposed for
early heart disease prediction. The model uses the Heart Disease Health Indicators (BRFSS

2015) dataset, which contains demographic, lifestyle, and health-related information collected
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through public health surveys. The dataset was preprocessed by removing duplicate records,
performing exploratory data analysis, scaling the features, and balancing the classes using the
Synthetic Minority Oversampling Technique (SMOTE). Several machine learning models,
including Logistic Regression, Decision Tree, Random Forest, and XGBoost, were trained
and compared. A weighted ensemble model was then developed by combining the strengths
of Logistic Regression, Random Forest, and XGBoost. To improve transparency, SHAP was
used to explain the predictions made by the final model.

The performance of all models was evaluated using Accuracy, Precision, Recall, F1-score,
and ROC-AUC. Based on these evaluation metrics, the proposed ensemble model achieved
the most balanced overall performance and showed better ability to identify positive heart

disease cases compared to the individual models.

2. LITERATURE REVIEW

Heart disease prediction has been an active research area for many years. Researchers have
applied different machine learning algorithms to improve prediction accuracy and support
early diagnosis. In recent years, the focus has shifted from using a single machine learning
model to combining multiple models through ensemble learning. At the same time,
researchers have started using Explainable Artificial Intelligence (XAI) methods to make
model predictions easier for doctors to understand.

Several studies have used traditional machine learning algorithms such as Logistic
Regression, Decision Tree, Random Forest, Support Vector Machine, and XGBoost for heart
disease prediction. These models have shown good performance, but no single algorithm
works best for every dataset. Their performance depends on the quality of the data, feature
selection, and class distribution.

Recent research has shown that ensemble learning can improve prediction performance by
combining the strengths of multiple classifiers. Instead of depending on one model, ensemble
methods reduce prediction errors and produce more stable results. Different voting and
stacking techniques have been proposed to improve heart disease prediction accuracy.
Another important area of research is model explainability. Many high-performing machine
learning models work as "black boxes," making it difficult for healthcare professionals to
understand the reasons behind a prediction. To solve this problem, researchers have started
using Explainable Artificial Intelligence techniques such as SHAP and LIME. These methods
help identify the most important features affecting the prediction and increase confidence in

machine learning models used in healthcare.
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Class imbalance is another common challenge in heart disease datasets. In many cases, the
number of healthy patients is much larger than the number of patients with heart disease. This
imbalance can reduce the ability of a model to correctly identify positive cases. To overcome
this problem, researchers have used oversampling techniques such as SMOTE and other data
balancing methods before training machine learning models.

Although recent studies have achieved good prediction performance, there are still some
limitations. Many studies focus mainly on improving accuracy while giving less attention to
recall and Fl-score, which are important for medical diagnosis. Some studies use ensemble
models but do not provide proper explanations for their predictions. Others use explainable
Al but evaluate only a limited number of machine learning algorithms. In addition, several
studies are based on smaller datasets, which may not fully represent real-world health data.

In this work, these limitations are addressed by developing an explainable ensemble learning
model called HeartGuard. The model uses the large Heart Disease Health Indicators
(BRFSS 2015) dataset and follows a complete machine learning pipeline that includes data
preprocessing, duplicate removal, feature scaling, SMOTE for class balancing, comparison of
multiple machine learning models, hyperparameter tuning of XGBoost, and a weighted
ensemble of Logistic Regression, Random Forest, and XGBoost. SHAP is used to explain the
predictions of the final model, making the system more transparent and easier to understand.
The proposed approach aims to provide a balanced performance while maintaining good

interpretability for practical healthcare applications.

Table 1. Comparison of Recent Studies on Heart Disease Prediction.

Authors | Year | Method Used Dataset Limitation

Rezk et | 2024 | Voting Ensemble | Heart Disease | Focused mainly on

al. with SHAP and | Dataset explainability. Limited
LIME comparison  with  different

balancing techniques.

Wuetal. | 2024 | Stacking Ensemble | Heart Disease | Used stacking ensemble but

Dataset did not focus on handling
highly imbalanced data.

Khan et | 2024 | Ensemble and | Cardiovascular High computational cost due to
al. Blending Deep | Disease Dataset complex deep learning
Learning Models architecture.

Praveen | 2024 | Feature Selection | Cardiovascular Model complexity = makes
et al. with Adaptive | Disease Dataset practical implementation more

Ensemble Learning difficult.
Zhou et | 2024 | Review of Deep | Multiple Public | Focused on deep learning
al. Learning Models Datasets review rather than proposing a

new prediction model.
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Proposed | 2026 | Weighted Heart Disease | Addresses class imbalance

Work Ensemble (Logistic | Health Indicators | using SMOTE, compares
Regression + | (BRFSS 2015) multiple ML models, applies
Random Forest + XGBoost tuning, and provides
XGBoost) with explainable predictions using
SHAP SHAP.

Research Gap

Based on the existing literature, several challenges still remain in heart disease prediction.
Many studies mainly focus on improving prediction accuracy but give less attention to recall
and Fl-score, which are important for identifying patients who actually have heart disease.
Some studies use ensemble learning but do not explain how the model makes its predictions.
Others apply explainable Al techniques but evaluate only a limited number of machine
learning models. In addition, many studies are based on relatively small datasets, which may
not represent real-world healthcare data.

To address these limitations, this study proposes HeartGuard, an explainable ensemble
learning model for early heart disease prediction. The model uses the large Heart Disease
Health Indicators (BRFSS 2015) dataset and follows a complete machine learning pipeline.
The workflow includes data preprocessing, duplicate removal, feature scaling, class
balancing using SMOTE, comparison of multiple machine learning algorithms,
hyperparameter tuning of XGBoost, and a weighted ensemble model. SHAP is used to
explain the predictions, making the model more transparent and easier to understand. The
proposed approach aims to achieve a better balance between prediction performance and

interpretability for practical healthcare applications.

3. MATERIALS AND METHODS
This section describes the dataset used in the study, the preprocessing steps, the machine
learning models, the proposed ensemble model, and the evaluation metrics. The complete

workflow followed in this research is shown in Figure 1.
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Figure 1. Proposed Workflow of HeartGuard.

3.1 Dataset Description

The Heart Disease Health Indicators (BRFSS 2015) dataset was used in this study. It is a
publicly available dataset collected through the Behavioral Risk Factor Surveillance
System (BRFSS) conducted by the Centers for Disease Control and Prevention (CDC). The
dataset contains health-related information collected through surveys and includes
demographic details, lifestyle habits, and medical conditions that may be associated with
heart disease.

Initially, the dataset contained 253,680 records with 22 attributes. During preprocessing,
duplicate records were removed, resulting in 229,781 unique records. The target variable

indicates whether a person has heart disease or not.

3.2 Data Preprocessing

Before training the models, the dataset was cleaned and prepared for analysis. Missing values
were checked, and no missing data was found. Duplicate records were identified and
removed to improve data quality.

After cleaning, exploratory data analysis was performed to understand the distribution of the
features and the target variable. A correlation analysis was also carried out to identify the

relationship between different health indicators and heart disease.
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To prepare the data for machine learning models, the dataset was divided into training and
testing sets. Feature scaling was applied where required to ensure that numerical features

were on a similar scale.

3.3 Exploratory Data Analysis

Exploratory Data Analysis (EDA) was performed to understand the characteristics of the
dataset before training the models. Histograms were used to examine the distribution of
numerical and ordinal features such as BMI, Mental Health, Physical Health, General
Health, Age, Education, Income, and Diabetes. Boxplots were also created for continuous
features to identify possible outliers.

A correlation analysis was carried out to measure the relationship between each feature and
the target variable. The results showed that General Health, Age, Difficulty Walking, High
Blood Pressure, Stroke, Physical Health, High Cholesterol, and Diabetes had the strongest
positive correlation with heart disease. On the other hand, Income, Education, Physical
Activity, Vegetables, and Fruits showed a negative correlation. These findings helped

identify the most influential health indicators for model training.

3.4 Feature Scaling and SMOTE

The cleaned dataset was divided into 80% training data and 20% testing data using a
stratified train-test split. Stratification ensured that the class distribution remained similar in
both datasets. The final split produced 183,824 training samples and 45,957 testing samples.
Feature scaling was performed using the StandardScaler to standardize the input features
before training models that are sensitive to feature magnitude. Since the dataset was highly
imbalanced, SMOTE (Synthetic Minority Oversampling Technique) was applied only to
the training data. The minority class increased from 18,974 samples to 164,850 samples,
creating a balanced training dataset without changing the test set. The SMOTE data was then

scaled before model training.

3.5 Machine Learning Models

Several machine learning models were used to predict heart disease and compare their
performance. Logistic Regression was selected as the baseline model because it is simple,
fast, and widely used for binary classification. Decision Tree was included because it is easy
to understand and can capture non-linear relationships in the data.

Random Forest and Balanced Random Forest were used to improve prediction by combining

multiple decision trees. Random Forest reduces overfitting and generally provides better
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performance than a single decision tree, while Balanced Random Forest is designed to handle
imbalanced datasets by giving more attention to the minority class during training.

XGBoost was also implemented because it is one of the most effective boosting algorithms
for classification problems. In addition to the default model, a weighted XGBoost model and
a tuned XGBoost model were developed. Hyperparameter tuning was performed using
Randomized Search Cross-Validation to improve the model's performance. The F1-score

was used as the optimization metric during tuning.

3.6 Proposed Ensemble Model

The final prediction model, named HeartGuard, is a weighted soft voting ensemble that
combines three machine learning models: Logistic Regression with SMOTE, Random Forest
with SMOTE, and the tuned XGBoost model. Instead of relying on a single classifier, the
ensemble combines the prediction probabilities from all three models.

The final prediction probability was calculated using weighted averaging, where Logistic
Regression contributed 40%, Random Forest 30%, and XGBoost 30%. A classification
threshold of 0.50 was used to classify each sample as positive or negative for heart disease.
This approach was chosen to achieve a better balance between precision and recall while

improving the overall F1-score.

3.7 Performance Evaluation

The performance of each model was evaluated using five standard classification metrics:

Accuracy, Precision, Recall, F1-score, and ROC-AUC.

e Accuracy measures the overall percentage of correct predictions.

e Precision shows how many predicted positive cases were positive.

e Recall measures the model's ability to correctly identify patients with heart disease.

e Fl-score provides a balanced measure of precision and recall.

e ROC-AUC evaluates the model's ability to distinguish between positive and negative
classes across different decision thresholds.

These evaluation metrics were used to compare all machine learning models and identify the

best-performing approach for heart disease prediction.

4. RESULTS AND DISCUSSION
The performance of all machine learning models was evaluated using Accuracy, Precision,

Recall, F1-score, and ROC-AUC. Since the dataset was imbalanced, special attention was
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given to Recall and Fl-score, as these metrics better reflect the model's ability to identify

heart disease cases.

4.1 Performance Comparison of Machine Learning Models
Table 2 compares the performance of all machine learning models used in this study.

Table 2. Performance Comparison of Machine Learning Models.

Model Accuracy | Precision | Recall | F1-score | ROC-AUC
Logistic Regression 89.86 53.98 12.00 | 19.63 83.54
Decision Tree 83.04 22.68 26.69 | 24.52 58.18
Random Forest 89.19 40.90 10.75 |17.03 80.47
Balanced Random Forest 89.15 39.66 9.83 15.75 80.44
Logistic Regression + SMOTE 74.50 25.57 76.96 | 38.39 83.44
Random Forest + SMOTE 89.02 40.26 13.16 | 19.83 80.24
Weighted XGBoost 73.56 25.09 78.64 | 38.04 83.73
Tuned XGBoost 76.51 26.23 70.40 | 38.22 82.17
HeartGuard (Proposed Ensemble) | 78.29 27.90 69.62 | 39.83 83.24
4.2 DISCUSSION

The baseline Logistic Regression model achieved the highest accuracy among the individual
models. However, its recall was only 12.00%, which means many heart disease cases were
not detected. Similar behavior was observed for Random Forest and Balanced Random
Forest, where high accuracy was achieved but recall remained low. These results show that
accuracy alone is not enough for evaluating an imbalanced healthcare dataset.

After applying SMOTE, the recall of Logistic Regression increased to 76.96%, showing that
balancing the training data helped the model identify more positive cases. The tuned
XGBoost model also produced a good balance between recall and Fl-score after
hyperparameter tuning.

The proposed HeartGuard ensemble combined the strengths of Logistic Regression,
Random Forest, and XGBoost using a weighted soft voting approach. It achieved the highest
F1-score (39.83%) while maintaining a good Recall (69.62%) and ROC-AUC (83.24%).
This indicates that the ensemble provides a better balance between identifying heart disease
cases and reducing false predictions than the individual models.

4.3 ROC Curve Analysis

The Receiver Operating Characteristic (ROC) curve was used to evaluate the ability of each
model to distinguish between patients with and without heart disease. A higher ROC-AUC

value indicates better classification performance.
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As shown in Figure 2, Logistic Regression, Weighted XGBoost, and the proposed
HeartGuard ensemble achieved ROC-AUC values above 0.83, indicating good discrimination
between the two classes. Although some models achieved higher accuracy, the ROC curve
confirms that the proposed ensemble maintained strong overall classification performance

while providing a better balance between precision and recall.

ROC Curve Comparison
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Figure 2. ROC Curve Comparison of Different Machine Learning Models.

4.4 Model Explainability Using SHAP

To improve model transparency, SHAP (SHapley Additive exPlanations) was used to
interpret the predictions of the proposed model. SHAP explains how each feature contributes
to the prediction of heart disease, making the model easier to understand for healthcare
applications.

The SHAP analysis showed that health-related factors such as General Health, Age, High
Blood Pressure, Stroke, Diabetes, and Difficulty Walking had the greatest influence on the
model's predictions. These findings are consistent with the earlier correlation analysis and
indicate that the proposed model relies on clinically meaningful features rather than random

patterns.
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4.5 Overall Discussion

The experimental results show that no single model performed best across all evaluation
metrics. Models such as Logistic Regression achieved high accuracy but detected relatively
few positive cases because of low recall. Applying SMOTE significantly improved recall,
while hyperparameter tuning further enhanced the performance of XGBoost.

The proposed HeartGuard ensemble combined the strengths of multiple models and
achieved the highest F1-score (39.83%), along with a Recall of 69.62% and a ROC-AUC
of 83.24%. These results indicate that the ensemble provides a better balance between
prediction accuracy and the ability to identify heart disease cases, making it suitable for early

risk prediction on the BRFSS 2015 dataset.

5. CONCLUSION
This study presented HeartGuard, an explainable ensemble learning model for early heart
disease prediction using the Heart Disease Health Indicators (BRFSS 2015) dataset. The

data was preprocessed by removing duplicate records, performing feature scaling, and
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addressing class imbalance using SMOTE. Multiple machine learning models were evaluated
and compared using standard performance metrics.

The experimental results showed that the proposed weighted ensemble achieved the highest
F1-score of 39.83%, with a Recall of 69.62% and a ROC-AUC of 83.24%, providing a
better balance between identifying heart disease cases and maintaining overall prediction
performance. SHAP analysis also improved the interpretability of the model by highlighting
the most influential health indicators.

In the future, the proposed model can be validated on additional clinical datasets and
extended using deep learning or multimodal healthcare data. The integration of real-time
patient records and wearable device data may further improve prediction performance and

support practical clinical decision-making.
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